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CHAPTER 9: SUPPLEMENT 1 

 

Advanced Further Valuation Models: CEV, 

GARCH, LEVY-STABLE 

 

 

All models are wrong, but some are useful. 

—George E. P. Box1 

  
 

 
C9.S1.1 INTRODUCTION 
 

The above aphorism is popular among quantitative professionals, and is credited to the 

famous statistician George E. P. Box.1 “All models are wrong” is a reminder that models 

work by simplifying and idealizing real world relationships in order to understand and 

capture the most important features. In other words, any model is at best a useful fiction—

there never will be an exactly normal distribution or an exact linear relationship. 

Nevertheless, enormous progress has been made by entertaining such fictions and using 

them as approximations.”2  

Box’s message can be applied to the sophisticated and elaborate quantitative 

models that we have discussed so far as well as the others that we will consider shortly.  

We remind readers that quantitative models are essential for evaluating convertible 

securities.  

In Chapter 10 we also explained that some of the assumptions of the Black-Scholes-

Merton (BSM) model are inconsistent with how securities prices actually fluctuate. BSM 

assumes that market price movements are normally distributed (they are not), that volatility 

and price are uncorrelated (they are), that volatility doesn’t change throughout the life of 

the option (it does), and that prices cannot move instantaneously (they can and do). We 

also covered the volatility smile which suggests that the results of the BSM model do not 

match the way the market prices options; this mispricing is particularly acute when the 

option has a short maturity and/or is deep out-of-money. On the other hand, decades of 

consistent use by practitioners confirms the utility of the BSM model; if nothing else, the 

implied volatility of at-the-money options is a powerful tool for estimating volatility.  

In Chapter 10 we presented the Jump Diffusion model and in this chapter we will 

cover three newer option models (CEV, GARCH, and Levy Stable) each of which 

improves upon the BSM model by more accurately modeling price distributions and 

correcting one or more of the BSM assumptions. 

When evaluating these enhanced models, it’s important to remember that while all 

of these models improve upon BSM, they all make their own assumptions. For example, 
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the Jump Diffusion model requires an input for jump probability, which must be estimated 

or extrapolated, and assumes that each jump is independent of every other jump and that 

the occurrence of a jump doesn’t change the trading behavior of the security. 

We must be mindful of what new assumptions these four newer models require, not 

just the degree to which these models improve upon BSM. After all, if every model is 

wrong, then the important considerations are how and when a given model should be used, 

and how is it superior to other models. 

 

C9.S1.2 CONSTANT ELASTICITY OF VARIANCE (CEV) 

 

CEV was introduced by John Cox in 1975,3 and can be regarded as a response to the BSM 

formula that was first published in 1973. In a sense, the BSM formula is a special case of 

CEV in which the elasticity between price level and volatility is zero. As the name would 

suggest, the CEV model is intended to redress the assumption that the volatility of the 

underlying stock is constant throughout the life of the option. (In economics and finance, 

elasticity often refers to the rate of change that occurs as a result of something else 

changing; for example, the elasticity of demand is the change in demand given a change in 

price.)  

The CEV model considers the connection between the price level of a stock and its 

volatility. This is why the CEV model can be said to be a level dependent volatility model.  

 

 
C9.S1.F1.01 Amazon Stock Price versus Volatility (Timeline and X-Y Chart)       

 
Data: Bloomberg  
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C9.S1.F1.01 plots the price of Amazon shares from 2000 to 2019 and the realized 

volatility of the price movements over the next 90 days. Amazon stock was more volatile 

at lower prices than it was at higher prices. This trend is present in most stocks. (In Chapter 

14 we will show that credit spreads also tend to increase when stock prices decrease 

sharply.) When the share price declines, the market value of the equity capitalization 

shrinks relative to any existing debt, thus increasing the financial leverage; hence, the stock 

becomes more volatile. 

An inverse correlation between price and volatility is important because if it 

undermines the constant volatility assumption of the BSM model, and means that BSM 

will systemically misprice options. A constant volatility model understates downside 

volatility and overstates upside volatility because it does not account for the shift in 

volatility caused by price movements.  

For a simple example, let’s say a stock falls 20% from its initial price of $30 in the 

first three months of a six-month put option. Because of the increase in volatility an 

additional decrease of 20% is now more likely than the initial decline. Because a large 

decrease in share price over the life of an option is more likely, a deep out-of-the-money 

put option should be worth more when valued using volatility that is inversely correlated 

with stocks prices than when it is valued using constant volatility. Also, the reverse should 

be true for a deep out-of-the-money call option, because volatility decreases when prices 

go up. For a deep out-of-the-money call option, the share price needs to fight gravity 

(falling volatility) in order to rise high enough to push the call option back into the money. 

This is the interaction that the CEV model seeks to capture in order to more accurately 

price options. 

 

 

C9.S1.2.1 CEV Formula 

 

The CEV model assumes that price movements reflect the following price process: 

 𝑑𝑆𝑡 = 𝜇𝑆𝑡𝑑𝑡 + 𝛼𝑆𝑡
𝛽

𝑑𝑊 (1) 

β is the elasticity parameter between volatility and price, and is the volatility 

parameter that sets equal to the volatility of the underlying asset at the initial share price. 

When β=1 this process becomes identical to BSM and when β is greater than 1, volatility 

decreases when price goes down. As we have shown, volatility is likely to increase during 

a drop in the share price, so when discussing the CEV model, we will largely concern 

ourselves with the formulas for β<1. 

This leads to the value of a call option under the CEV model as being 

 𝐶 =   𝑒−𝑟𝑇𝑆 × 𝑄(𝑎, 𝑏 + 2, 𝑐) − 𝑒−𝑟𝑡𝐾 × (1 − 𝑄[𝑐, 𝑏, 𝑎]) (2) 
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𝑎 =
(𝐾𝑒−𝑟𝑡)(2×[1−𝛽])

𝑣 × (1 − 𝛽)2
 

𝑏 =
1

2 × (1 − 𝛽)
 

𝑐 =  
𝑆(2×[1−𝛽])

𝑣 × (1 − 𝛽)2
 

𝑣 =  
𝛼2

2 × 𝑟 × (1 − 𝛽)
× (𝑒2𝑟×(1−𝛽)×𝑇 − 1) 

𝛼 =  
𝜎 × 𝑆

𝑆𝛽
 

The key difficulty of implementing the CEV model is that the non-central chi-

squared distributions, 𝑄(𝑎, 𝑏 + 2, 𝑐) and 𝑄(𝑐, 𝑏, 𝑎), require complex limit functions to 

calculate. Fortunately, there are approximation functions that greatly simplify 

implementation. In our option model we used the method proposed by Munuswamy 

Sankaran.4 

The three numbers that go into a non-central chi-squared distribution are the x 

value, the degrees of freedom, and the non-centrality parameter, in that order. The Sankaran 

approximation converts these three inputs into a normal distribution that produces the same 

(or at least close to) the output of the original chi-squared distribution 
 

 
𝑄(𝑐, 𝑏, 𝑎) = 𝑁 (

(1+ℎ𝑝(ℎ−1−.5×(2−ℎ)𝑚𝑝))−(
𝑐

𝑏+𝑎
)

ℎ

ℎ√2𝑝(1+.5×𝑚𝑝)
) 

 

(3) 

ℎ = 1 −
2

3
× (

[𝑏 + 𝑎][𝑏 + 3𝑎]

[𝑏 + 2𝑎]2
) 

𝑝 =
𝑏 + 2𝑎

(𝑏 + 𝑎)2
 

𝑚 = (ℎ − 1)(1 − 3ℎ) 

While these equations may look complex, all of the math in this approximation is 

simple algebra and can be easily implemented. The overall CEV structure remains similar 

to the BSM formula. The value of a call option is the value of the equity exposure minus 

the present value of the imputed loan amount. The key difference is that the CEV model 

uses two different non central chi-squared distributions instead of the normal distributions 

of the BSM model. In order to find the value of a put option under the CEV model we can 

use the put-call parity to create the following formula.  

 

 𝑃 = 𝐶 + 𝐾𝑒−𝑟𝑡 − 𝑆𝑒𝑟𝑡 (4) 
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C9.S1.2.2 CEV Calibration 

 

In addition to volatility, the CEV model requires one additional input that is not directly 

observable: β, which is the elasticity between volatility and price and cannot be measured 

since it deals with future movements. However, we can use past results as an estimate for 

future elasticity. Stan Becker’s method was to use simple linear regression on past market 

results to find the elasticity coefficient.5 Taking another look at our identity for 𝛼 we see 𝜎 =

𝛼𝑆𝑡
𝛽
. This can be rewritten as ln(𝜎) = ln (𝛼) + (𝛽 − 1) ln (𝑆) which lends itself quite easily to 

a linear regression. 

 
 
C9.S1.F1.02   

 
Data: Bloomberg 

 

Figure C9.S1.F1.02 uses the same Amazon data as Figure C9.S1.F1.01 to calculate 

a linear regression of the natural log of price onto the natural log of one-year realized 

volatility. We can see that there is a negative coefficient—as expected—and that the 𝑅2 is 

.5332. Based on the relationship 𝛽1 = (1 − 𝛽) we can easily determine an estimate for our 

elasticity coefficient: 

-.2406 =  𝛽 − 1  

𝛽 =  .7594 

 

 

C9.S1.2.3 CEV Example 

 

With an estimate for β we can calculate the value of a sample option using the CEV model. 

Let’s say we have a 2-year option with a strike of $100. The underlying stock has a 
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volatility of 30% and we will use an elasticity coefficient of .7594. Using these inputs, we 

will find the value of the option when the stock is trading at $120 and what the value would 

be if the stock were $80 instead. Let’s go step by step, beginning with calculating the CEV 

volatility coefficient. 

 

A. 𝛼 is the variable that contains the volatility of the underlying asset and is used to 

calculate V. As a reminder, the relationship between  and the volatility of the 

underlying asset is 𝛼 =
𝜎×𝑆

𝑆𝛽
 

 

I. 𝛼(120) =
.3×120

120.7594
= .9492 

II. 𝛼(80) =
.3×80

80.7594 = .8610 

 

B. V is an intermediary variable that is used to calculate A and C which are then used 

in the non-central chi-squared distribution 
 

I. 𝑉(120) =  
.94922

2×.03×(1−.7594)
× (𝑒2×.03×(1−.7594)×2 − 1) = 1.828 

II. 𝑉(80) =  
.86102

2×.03×(1−.7594)
× (𝑒2×.03×(1−.7594)×2 − 1) = 1.504 

 

C. The calculation for A uses the value for V along with elasticity, time to maturity, 

and strike price. A is used as the non-centrality parameter in one of the chi-squared 

distributions and as an x value in the other.  

 

I. 𝐴(120) =
(100𝑒−.03×2)

(2×[1−.7594])

1.828×(1−.7594)2 = 84.196 

II. 𝐴(80) =
(100𝑒−.03×2)

(2×[1−.7594])

1.504×(1−.7594)2 = 102.317 

 

D. The calculation for C uses the value for V along with elasticity and stock price. C 

is used as the non-centrality parameter in one of the chi-squared distributions and 

as an x value in the other. However, C does not change with stock price if all other 

things are held equal (a higher value for V counteracts the larger S leaving the end 

result unchanged). 
 

I. 𝐶(120) =  
120(2×[1−.7594])

1.828×(1−.7594)2
= 94.5914 

II. 𝐶(80) =  
80(2×[1−.434])

1.504×(1−.434)2
= 94.5914 

 

E. B is the number of degrees of freedom used in the chi-squared distribution. It is 

simply one over one minus the elasticity coefficient. This stays the same regardless 

of share price.  
 

I. 𝐵 =
1

1−.7594
= 4.16 
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F. At this point if we were able to easily calculate the non-central chi-squared 

distributions we would nearly be done. Instead we now need to use an 

approximation function which adds extra steps. Let’s start with the first 

distribution 𝑄 = (𝑎, 𝑏 + 2, 𝑐). Using our values of A, B, C this translates into 𝑄 =

(84.196, 6.16,94.5914) and 𝑄 = (102.317, 6.16, 94.5914) for stock prices of 120 and 80 

respectively. 

The values of h, p, and m for this distribution will actually be the same no matter 

which stock price we use. If you review the formulas for these variables you will see 

they only use the last two terms in the chi-squared distribution. This is because h, p, 

and m are based on the shape of the chi-squared distribution, which is controlled by the 

second and third term. In the first chi-squared distribution that we are discussing, the 

last two terms are 6.16 and 94.5914 irrespective of the stock price, so the shape of the 

distribution is static. If the shape of the distribution does not change with the stock 

price, neither do h, p, and m. 
 

I. ℎ = 1 −
2

3
× (

[6.16+94.5914]×[6.16+3×94.5914]

[6.16+2×94.5914]2 ) = .4897 

II. 𝑝 =
6.16+2×94.5914

(6.16+94.5914)2 = .0192 

III. 𝑚 = (. 4897 − 1) × (1 − 3 × .4897) = .2393 

 

G. With values for h, p, and m we can now calculate the normal approximations for   

and. While h, p, and m do not change with the share price, the final formula has A 

in it, which does change, so we will get different values based on share price. 
 

I.   𝑁(120) = 𝑁 (
(1+.4897×.0192(.4897−1−.5×(2−.4897).2393×.0192))−(

84.196

6.16+94.5914
)

.4897

.4897√2×.0192(1+.5×.2393×.0192)
) = .7951 

II. 𝑁(80) = 𝑁 (
(1+.4897×.0192(.4897−1−.5×(2−.4897).2393×.0192))−(

102.317

6.16+94.5914
)

.4897

.4897√2×.0192(1+.5×.2393×.0192)
) = .4486 

 

This process then needs to be repeated for the other chi-squared distribution 

Q(c,b,a). Using our values for A, B, C this translates to Q(94.5914, 4.16, 84.196) 

and Q(94.5914, 4.16, 102.317). The first step is to solve for new values of h, p, and 

m. Keep in mind because A is now the third term in the Q() functions, the variables 

h, p, and m will now change with stock price. 
 

III. ℎ(120) =  1 −
2

3
× (

[4.16+84.196]×[4.16+3×84.196]

[4.16+2×84.196]2 ) = .4921 

IV. ℎ(80) =  1 −
2

3
× (

[4.16+102.317]×[4.16+3×102.317]

[4.16+2×102.317]2 ) = .4934 

 

H. The p values for our second chi-squared distributions are the following. 
 

I. 𝑝(120) =
4.16+2×84.196

(4.16+84.196)2 = .0221 
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II. 𝑝(80) =
4.16+2×102.317

(4.16+102.317)2 = .0184 

 

I. And finally m is calculated as the following. 
 

I. 𝑚(120) = (. 4921 − 1) × (1 − 3 × .4921) = .2419 

II. 𝑚(80) = (. 4937 − 1) × (1 − 3 × .4937) = .2433 
 

J. This gives us everything we need to calculate the normal approximations for 

Q(94.5914, 4.16, 84.196) and Q(94.5914, 4.16, 102.317). These distributions can 

give us the probability of the option expiring in-the-money using (1-Q[c,b,a]).  

 

I. 𝑁(120) = 𝑁 (
(1+.4921×.0221(.4921−1−.5×(2−.4921).2419×.0221))−(

94.5914

4.16+84.196
)

.4921

.4921√2×.0221(1+.5×.2419×.0221)
) = .3508 

II. 𝑁(80) = 𝑁 (
(1+.4934×.0184(.4934−1−.5×(2−.4934).2433×.0184))−(

94.5914

4.16+102.317
)

.4934

.4934√2×.0184(1+.5×.2433×.0184)
) = .7085 

 

K. With the non-central chi-squared distributions solved, we now have everything we 

need to find the final value of the call options under the CEV model.  

 

I. 𝐶(120) = 𝑒 .03×2 × 120 × .7951 − 𝑒 .03×2 × 100 × (1 − .3508) = $34.2716 

II. 𝐶(80) = 𝑒 .03×2 × 120 × .4616 − 𝑒 .03×2 × 100 × (1 − .7085) = $8.4369 
 

For comparative purposes, using the BSM model, this same option would be valued 

at $33.70 and $8.592 at $120 and $80, respectively. To understand what is causing the 

difference between the two models, we can consider the probability of the option being 

exercised under the two models.  

At $80 the CEV model says there is a 29.15% chance of the option ending in-the-

money, whereas the BSM model gives a 27.54% probability of the option being in-the-

money. This may seem counterintuitive because BSM gives a lower probability of the 

option ending in-the-money but also gives a higher price for the option. The explanation 

for this seeming contradiction is that while the option is less likely to be exercised under 

BSM, the average payoff is higher. This makes sense because having volatility decrease 

with rising prices makes it less likely that a very large upwards movement will occur. 

Hence, for a far out-of-the-money option, say $50, CEV will give a lower call probability 

as well as a lower average payoff.  

At $120 the CEV model says there is a 64.92% chance of the option being called 

versus 64.02% in BSM. The average expected payoff remains larger under BSM yet the 

difference is no longer sufficient to overwhelm the differences in probability. The CEV 

model implies higher upwards drift in the underlying share price but makes large increases 

less likely and large decreases more likely. Consequently, a CEV option calculation is more 

likely to end in-the-money but less likely to generate large payoffs. 
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Let’s assume that the option value is embedded in a convertible bond with $930 in 

bond value and a conversion ratio of 10. At a share price of $120 the CEV model would 

value this bond at $1,272.72 while the BSM model would value it at $1,267. On the other 

hand, at a share price of $80 the CEV model produces a value of $1014.37 while BSM says 

the bond is worth $1015.92. While the differences in convertible bond values generated by 

the models are not major, they are also not inconsequential. In the next section we will take 

a broader look at the differences between the two models. 

 

C9.S1.2.4 CEV Results 

 

In order to get a more comprehensive sense of the effect of including elasticity of variance 

we need to look at a broader set of results. We have built a CEV model and a BSM model 

and will compare the output of the two models when given the same inputs. Let’s consider 

call options with a strike of $100 and a 6-month maturity. The underlying stock has a 

standard deviation of .35 and we can an elasticity coefficient of .434. Comparing the prices 

from the CEV model with the prices from the BSM model we get the results in Figure 

C9.S1.F1.03. 
 
 
C9.S1.F1.03 Difference between CEV and BSM Evaluations ($ basis and % 

basis)     

 

 
Data: Bloomberg 

 

In Figure C9.S1.F1.03 the Price Difference ($) chart on the left shows the difference 

in price between the CEV results and the BSM results in dollars per option. The price 

results of the two models differ by as much as 52¢. The CEV model resulted in a 32¢ lower 

fair value at a stock price of $80, yet it resulted in a 52¢ higher value at a stock price of 

$130. While this is easy to interpet, there is an illusion with relative prices in currency. A 

52¢ difference is very significant when evaluating an option that costs less than a $1 but 
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much less significant when considering an option worth $40. The Price Difference (%) 

chart controls for this by expressing the difference as a percentage of the value of the 

options. 

As expected, the CEV model prices out-of-the-money call options lower than the 

BSM model. When volatility is inversely correlated with stock price movements, it 

becomes harder for a stock to mount a major recovery because it needs to push through 

declining volatility. Declining volatility also means that the average payoff remains lower 

even if the stock price does recover sufficiently. Figure C9.S1.F1.03 shows that the gap 

between the two models can become quite large (in percentage terms) when the option is 

deeply out-of-the-money. 

We also see that in-the-money call options are worth more under the CEV model. 

At first glance this may seem odd but this is because under the CEV model, an option 

retains more of its time value as it moves deep into the money. Yet in the context of the 

full value of the option, the extra time value is very small. If we look at Figure 

C9.S1.F1.04—which weighs volatility—we can see the difference between the two models 

is only slightly above 0% for very deep-in-the money options and virtually non-existent 

for an a at-the-money option.  

 
 
C9.S1.F1.04 Effect of Volatility on the Difference between CEV and BSM ($ 

basis and % basis) 

 

 

Data: Bloomberg 

 

 

C9.S1.2.5 Summary of CEV 

 

The primary utility of the CEV model is that it more accurately models how price volatility 
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used an approximation method for the chi-squared distributions). Elasticity is the only new 

parameter, and there are methods to estimate it.  

Model selection between BSM and CEV is far more significant in percentage terms 

when evaluating out-of-the-money options. This makes the CEV model of particular 

interest for evaluating convertible bonds, which are issued as a bond plus an embedded 

out-of-the-money call option on the underlying stock. 

While the CEV model has advantages, we acknowledge that the CEV model does 

make significant assumptions. CEV assumes that elasticity is constant (“elasticity” is the 

middle name of the model) yet it is easy to doubt that elasticity is constant. If you take 

another look at Figure C9.S1.F1.02, you can see that depending on what timeframe you 

used for Amazon, you might make very different elasticity estimates. Realistically, a 40% 

increase in price probably had more effect on Amazon volatility at the bottom of the 

internet crash than it would have meant in 2017. The model also assumes that volatility is 

only level dependent. In other words, if a stock’s is at $80 its volatility is always the same, 

regardless of the trading pattern that led the stock to $80. 

 

 

C9.S1.3 GARCH 

 

In contrast with the CEV model, GARCH (generalized autoregressive conditional 

heteroscedasticity) ignores the price of the underlying asset and instead focuses entirely on 

the trading pattern prior to evaluating the option. GARCH is a volatility model that was 

first proposed in 1986 by Tim Bollerslev6 as a generalization of the ARCH model. The idea 

behind both models is that volatility is not a constant nor is it a random distribution. ARCH 

and GARCH are a response to the observation that many economic and financial time 

series have time varying volatility and show strong signs of volatility clustering. 

Volatility clustering is when high volatility has a tendency to persist. For example, 

if you assume no volatility clustering if the market dropped 10% today, there would be no 

effect on your expectations of future volatility. With volatility clustering, your expectations 

for the next day’s volatility would increase as a consequence of the extreme movement the 

day prior. There is a great deal of appeal to incorporating volatility clustering in economic 

and financial models because it is often observable in real life data. If GDP drops 8% due 

to a recession you would generally expect growth during the rebound to be sharper than 

normal. 

Thus, the central idea behind GARCH models is that volatility is not a constant (as 

it is in the BSM model) nor is it a random distribution (as the CEV model implies). Instead, 

past realized volatility provides information about future volatility that can be used for 

forecasting. For the sake of simplicity, we will stick with a GARCH(1,1)7 model that 

forecasts volatility with the following form: 
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 ℎ𝑡+1 = 𝜔 +  𝛼휀𝑡
2 + 𝛽ℎ𝑡 (5) 

This equation states that the forecast for tomorrow’s volatility is a function of both 

today’s volatility (휀𝑡
2) and the original forecast for today’s volatility (ℎ𝑡). 𝜔, 𝛼, and 𝛽are 

are all constants that are found by fitting this formula to historical volatility data using 

statistical software. Results from applying GARCH models to economic and financial time 

series have been very strong, and numerous variants on this framework have been 

developed as a result. We will avoid going too deep into GARCH variants, but we would 

like to highlight at least one example. The GJR-GARCH model takes the following form… 

 

 ℎ𝑡+1 = 𝜔 +  𝛼휀𝑡
2 + 𝛿휀𝑡

2𝐼𝑡 + 𝛽ℎ𝑡 (6) 

 

…where 𝐼 is a dummy variable that equals 1 when 휀𝑡 < 0 and 0 when 휀𝑡 ≥ 0. The point of 

the additional variable is to allow volatility to go up faster when the underlying asset goes 

down. This enables a GJR-GARCH option process to model assets with asymmetric 

volatility (you may recall the “volatility smirk” from Chapter 10). Other GARCH variants 

are also designed to model asymmetric volatility, highlighting the many choices when 

using GARCH models. 

 

C9.S1.3.1 GARCH Option Models 

The return and volatility processes for a GARCH model are… 
 

 𝑅𝑒𝑡𝑢𝑟𝑛𝑡 = 𝑟 + 𝜆√ℎ𝑡 −
1

2
ℎ𝑡

+ 휀𝑡 

(7) 

 ℎ𝑡 = 𝜔 +  𝛼휀𝑡−1
2 + 𝛽ℎ𝑡−1 (8) 

 

…where ℎ𝑡 is the volatility forecast for that day and 𝛼 and 𝛽 are constants solved by fitting 

the model to past return and volatility data. 휀𝑡 is the difference between the expected price 

return and the realized return on that day. 휀𝑡 is normally distributed with a mean of 0. As 

an additional layer of flexibility, the normality assumption of 휀𝑡 is not a requirement and 

many suites of statistical software will allow you to use different distributions for 휀𝑡.  

Unfortunately, there is no closed end formula for the price of a call option under a 

GARCH option model.8 Unlike the formulas we have presented for BSM, Jump Diffusion, 

and CEV, we will not be writing a long series of equations. In order to value an option 

using GARCH, a numerical method must be used.  

Fortunately, the absence of a closed end formula is not a total roadblock, because 

Monte Carlo simulations that are fairly straightforward to implement can be used to price 

options. The first step is to use statistical regression software to fit the preceding return and 
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volatility equations to historical data from the asset underlying the option. Then the return 

equation can be used to create a series of random potential “paths” for the underlying asset 

to take. The value of the option is merely the average payoff of these paths. The only 

requirement for this method is that the number of simulations (or “paths” as we have put 

it) needs to be very high, ideally in the tens of thousands. While this process can be 

computationally intensive, depending on the expiration date of the option being modeled, 

improving technology has rendered this far less of a concern than it was when GARCH 

models were first introduced.  

Monte Carlo simulations work for European or American options only on assets 

that do not pay dividends or distributions. American options give the holder the ability to 

exercise early, which can be optimal if the expected return on the asset is lower than the 

dividend yield. While there are adaptions to the simulation process that are designed to 

resolve the problem of dividends/distributions, such adaptations are unnecessary in the case 

of contemporary convertible bonds. Dividend protection on modern convertible bonds 

enables modeling as a European option regardless of what the conversion date is or what 

the underlying security pays as a dividend since it is never optimal to convert such bonds 

early. 

The key difference between GARCH and the other models we have evaluated is 

that the underlying distribution is fitted to historical returns and assumes that volatility is 

autoregressive. You may have noticed that volatility is not actually a direct input of the 

model. Instead, the model forecasts volatility from the return data that the model is being 

fitted to. By assuming that volatility is autoregressive, GARCH models allow for volatility 

clustering in the return distributions. This has the effect of increasing tail risk of the 

underlying asset during the life of the option. This is because sharp movements up or down 

cause volatility to spike making additional large movements more likely. There has been 

evidence that GARCH models outperform the BSM model, especially for options that are 

well out-of-the-money.9  

 

 

C9.S1.3.2 Conclusion of GARCH 

 

The benefit of using simulations and the GARCH option model is the flexibility it affords 

the user. The model can be applied to all kinds of assets with any kind of return distribution 

since the model does not use a predetermined distribution when pricing the option. There 

are also a wide variety of GARCH variants. We introduced GJR GARCH but that was only 

one variant among many. Using these variants is not difficult as there is no closed end 

pricing formula to re-derive and therefore the implementation process of the model remains 

unchanged. Additionally, the number of parameters to be used in the model can also be 

changed at will, and different distributions can be assumed. This gives GARCH models a 

great deal of flexibility in how they model the returns of an asset. 
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Fitting GARCH models to historical data does typically require the use of 

specialized statistical software, and pricing options with GARCH will requires 

computationally intensive numerical methods. The Monte Carlo method that we described 

should ideally use thousands of paths that need to be generated for the full lifespan of the 

option being priced. The call options implied by convertible bonds have expiration dates 

years into the future so the amount of computational processes for convertibles in particular 

is significant. However, ongoing technological advances make this data analysis less and 

less of a challenge.  

The flexibility of GARCH models can be a double-edged sword. Once all of the 

available options for model type, number of parameters, and distributions are considered, 

the number of permutations available to the user can be overwhelming. Deciding on what 

kind of GARCH model to use is itself a process, and model selection methodology is a 

field of ongoing research.10  

Another element to consider is that GARCH models are fitted to historical data and 

thus are only as good as the data. If the historical volatility data fails to reflect the norm, 

then the model will produce erroneous calculations. Future users of GARCH models will 

have to decide whether or not to include data from the intense market volatility that arose 

as the result of COVID-19 in early 2020. GARCH provides some key advantages over 

BSM, but it is more difficult to use and requires specialized software and knowledge. 

 

 

C9.S1.4 LEVY-STABLE MODEL 

 

Levy-Stable models are designed to address the inconsistency between a normal 

distribution versus the trading patterns observed on the market, namely that market returns 

are typically fat tailed. Much of the interest in Levy-Stable models comes from the desire 

to develop an option model that offers an explanation for the volatility smile that is not 

time dependent, per Carr and Wu.11  

To expand upon this idea, let’s reconsider the Jump Diffusion model from Chapter 

10. Jump Diffusion expands upon the BSM model by including the possibility of sudden 

instantaneous price movements (in other words a “jump” in price). Inclusion of “jumps” 

clearly has a big effect on the evaluation of a short-term option. In Chapter 10 we used 

the example of an option with two days to expiration on a pharmaceutical company about 

to announce drug results. In BSM the time value on this option is nearly worthless but 

under Jump Diffusion it still has value. However, what if that same option instead had 5 

years left to expiration? With an expiration date that far in the future, the effect of jump 

risk is diluted away. This is a common theme in many option models, and it means that the 

implied volatility curves that those models create flatten out as maturity increases. The 

problem with this flattening effect is that the implied volatility curve observed in the market 
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does not match this effect (per Carr and Wu12). Thus, the goal of Levy-Stable models is to 

resolve the volatility curve in a process that is not dependent on time. 

 

 

C9.S1.4.1 Levy-Stable Formula 

 

Levy-Stable models assume that the underlying asset follows the price process below… 
 

 𝑑𝑆𝑡 = 𝑟𝑆𝑠𝑑𝑡 + 𝜎𝑆𝑡𝑑𝐿𝛼,𝛽(𝑡) (9) 

 

…where 𝐿𝛼,𝛽(𝑡) is the Levy process which has a probability distribution of… 

𝑔𝛼,𝛽(𝑥, 𝑡) =
1

𝑡
1
𝛼

𝑔 (
𝑥

𝑡
1
𝑎

) 

 

…where… 
 

∫ 𝑒−𝑖𝑘𝑥
∞

−∞

𝑔𝛼,𝛽(𝑥)𝑑𝑥 = exp (|𝑘|𝛼(1 − 𝑖𝛽𝑠𝑖𝑔𝑛(𝑘)𝑤(𝑘, 𝛼) 

𝑤(𝑘, 𝛼) = 𝑡𝑎𝑛
𝜋𝛼

2
 

  

In the Levy process the two main parameters are 𝛼 which is the stability parameter 

and 𝛽 which controls the asymmetry of the distribution. 𝛽 can be between −1 and 1 and 𝛼 

goes from 0 to 2. When 𝛼 = 2 the process becomes a normal distribution.  

However, there is a problem when attempting to apply the above formulas to option 

valuations. Stable distributions with 𝛼 less than 2 have infinite variance, which leads to call 

prices that are also infinite. This is clearly incorrect, and this issue needs to be resolved in 

order to create a functional Levy-Stable option model.  

We will use the solution provided by Carr and Wu13 that imposes maximum 

negative asymmetry (𝛽 is set to −1). This method creates a fat left tail to the distribution 

but also causes the right tail to decay exponentially, similarly to a normal distribution, 

resolving the issue of infinite call prices in the process. 

Further work by Aguilar, Coste, and Korbel14 provide a method for solving the 

value of an option under a Levy-stable model.  

For any 𝛼 between 1 and 2 and a 𝛽 of -1 the value of European call is: 

 

 
𝑉𝛼(𝑆, 𝐾, 𝑟, 𝜇, 𝑡) =  

𝐾𝑒−𝑟𝑡

𝛼
∑

−1𝑛

𝑛! Г(1 −
𝑛 − 𝑚

2
)

(−[𝑙𝑜𝑔] − 𝜇𝑡)𝑛(−𝜇𝑡)
𝑚−𝑛

2

∞

𝑛=0
𝑚=1

 
(10) 

[𝑙𝑜𝑔] = log (
𝑆

𝐾
) + 𝑟𝑡 
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𝜇 =

(
𝜎

√2
)

𝛼

𝑐𝑜𝑠 (
𝜋𝛼
2 )

 

 

This set of formulas represents a significant increase in complexity from our prior 

models. The presence of a limit summation using two variables in particular is a 

complicating factor. Fortunately, in practice the limit summation converges very quickly, 

which allows results to be accurately approximated by low values for m and n. We can 

demonstrate this phenomenon by pricing our sample option again. We remind you that it 

is a 2-year option with a strike of $100. The underlying stock has a volatility of 30% and 

we will use 𝛼 of 1.9 and an interest rate of 3%. To start off, we will calculate the price of 

this option when the share price is $120 using a Levy-Stable option model. 

 
 
C9.S1.T1.01 Levy-Stable Convergence Table ($120 Underlying) 

 
Data: Bloomberg 

 

C9.S1.T1.01 is a set of results produced by a Levy option model we built in a 

spreadsheet. You find the value of the option by looking at the bottom right of the table. If 

the matrix has converged properly you should see very little difference in summed values 

as you move to the right in the last row. As you can see, once M reaches 7, the price change 

is virtually nonexistent. Because the matrix is so small, Excel (or any other spreadsheet 

software) can generate it quite easily. 

Looking at the table, we see that the Levy model says the option is worth $34.40 

when the share price is at $120. This is in between the prices given by the CEV and BSM 

option models, which were $34.685 and $33.70, respectively. Running the model again, 

we can find the Levy model price when the stock is trading at $80 instead. 

 

 
C9.S1.T1.02 Levy-Stable Convergence Table ($80 Underlying) 

 1 2 3 4 5 6 7

0 17.16 4.58 1.02 0.2 0.04 0.01 0

1 6.74 2.34 0.62 0.14 0.03 0 0

2 0.8 0.46 0.16 0.04 0.01 0 0

3 -0.01 0.04 0.02 0.01 0 0 0

4 -0.01 0 0 0 0 0 0

5 0 0 0 0 0 0 0

Cumulative 

Sum
24.69 32.09 33.92 34.31 34.39 34.4 34.4
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Data: Bloomberg  

 

Looking at the bottom right value of Table C9.S1.T1.02, we find the Levy-stable 

price of $8.72. This is above both the CEV and BSM prices of $7.87 and $8.59, 

respectively. 

 

 

C9.S1.4.2 Summary of Levy-Stable 

 

Despite the complexity of the equations and the math supporting the equations, the Levy-

Stable model is relatively easy to implement. While an understanding of the underlying 

mathematics is helpful, it is not required to use the model. That said, this methodology is 

not without flaws. There is a 𝛼 parameter that controls the shape of the distribution being 

used to price the option (when 𝛼 = 2, the Levy model should produce the same price as 

BSM). The user of the model needs to decide what value to use, which adds an element of 

uncertainty to implementing the model.  

Additionally, the methodology we used to price our sample option requires the 

assumption that the underlying distribution for the security has maximized negative skew. 

This reduces the flexibility of the model and cannot be reversed without taking a 

significantly different approach. 

 

 

C9.S1.5 VALUING TAKEOUT TABLE/RATCHET FEATURES  

 

Most convertible bonds come with some form of takeover protection. Without this 

protection, mergers and acquisitions (M&A) have the potential to be a major risk to 

convertible investors since a takeover may prematurely place a ceiling on the value of the 

underlying shares. It’s easy to see why an investor in a newly issued convertible with a 

conversion price of $40 would not be thrilled if the company is bought the next day for 

cash since there’s no option value, i.e., no conversion premium on cash. Takeout protection 

 1 2 3 4 5 6 7

0 17.16 4.58 1.02 0.2 0.04 0.01 0

1 -13.34 -4.62 -1.23 -0.28 -0.05 -0.01 0

2 3.13 1.8 0.62 0.17 0.04 0.01 0

3 0.09 -0.28 -0.16 -0.06 -0.01 0 0

4 -0.1 -0.01 0.02 0.01 0 0 0

5 -0.01 0.01 0 0 0 0 0

Cumulative 

Sum
6.93 8.4 8.67 8.71 8.72 8.72 8.72
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prevents this by adjusting the conversion price in the event of a change of control. 

Depending upon how the takeover protection is structured, the feature can be quite 

lucrative for the convertible investor.  

Takeout tables define the degree of protection for US convertibles. In a takeout 

table, the amount of benefit granted to the convertible holder in the event of an acquisition 

is based on the date and price of the acquisition and is found on a table of values that is 

created at issuance. As an example, here is the takeout table from the Western Digital 1.5% 

2024 convertible bond.  

 
 
C9.S1.T1.03 WDC 1.5% 2024 Convertible Takeout Table  

 
Data: Bloomberg  

 

 

The values in the table represent the amount the conversion ratio of the bond will 

be increased if a cash acquisition occurs at that date and price. This convertible has a 

conversion price of $121.91 or a conversion ratio of 8.2026. If Western Digital was taken 

over at $105 cash on 2/1/2023, the conversion ratio would rise to 9.7826 reducing the 

conversion price of the bond to $102.22, creating additional value for the convertible 

holder. Takeout protection adds value to a convertible bond, but it is difficult to calculate 

the additional value, because an expected value calculation would require assigning a 

separate probability to every field in the takeout table. Realistically, few companies are 

likely to be taken over, so a takeover is not a meaningful risk for convertible investors. For 

companies that are likely takeover targets (e.g., small companies with valuable technology 

or market positioning), one can estimate an acquisition price based on the fundamentals of 

the company and comparable deals, and assign a probability. From there, one can find the 

expected value of the adjustment on the takeout table and add it to the value of the 

convertible.  

Other convertibles use a formula to calculate the increase in conversion ratio if the 

company is acquired for cash (rather than takeover protection predefined in a table). These 

Share Price

Date 87.08 95 105 121.9 140 158.5 180 200 225 250 275

2/13/2018 3.28 2.67 2.08 1.37 0.88 0.55 0.31 0.18 0.07 0.02 0.00

2/1/2019 3.28 1.63 2.02 1.29 0.8 0.48 0.25 0.13 0.05 0.01 0.00

2/1/2020 3.28 2.60 1.95 1.19 0.68 0.37 0.16 0.07 0.01 0.00 0.00

2/1/2021 3.28 2.56 1.89 1.09 0.54 0.00 0.00 0.00 0.00 0.00 0.00

2/1/2022 3.28 2.49 1.79 0.99 0.47 0.00 0.00 0.00 0.00 0.00 0.00

2/1/2023 3.28 2.34 1.58 0.77 0.31 0.00 0.00 0.00 0.00 0.00 0.00

2/1/2024 3.28 2.19 1.16 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00
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formulas can be unique, and can be based on time till maturity, trading price of the bond, 

and trading price of the stock or anything else. A good example of a convertible with this 

type of ratchet feature is the Inmarsat 3.875% 2023 convertible that was originally issued 

in 2016 (Inmarsat is a British satellite company that offers telecommunication services). 

The bond came with a conversion price of $13.409 for an initial premium of 32.5%. 

However, this conversion price was not set in stone as the bond came with an attractive 

ratchet feature that would activate if the company was ever acquired for cash: a new (lower) 

conversion price would be calculated by dividing the original conversion price by the result 

of the following formula… 

  𝐴 ×  
𝐶

𝐵
   

…where A is average price of the convertible over the last 15 days (quoted as a 

percent of the premium), C is the conversion price and B is the average trading price of the 

stock during the same 15-day period.  

Not long after the convertible was issued, the shares in the underlying equity began 

a descent and never fully recovered. This made the takeover protection an interesting 

feature because at this point Inmarsat was a small heavily leveraged company (the coupon 

on the convertible reflects the company’s financial straits: nearly 4% for a European 

convertible is very high). But Inmarsat owned valuable assets—notably rights for spectrum 

usage in the US that appreciated when telecommunication companies (and the US 

government) began planning to roll out 5G (fifth generation) coverage in the US. 

 
C9.S1.F1.05 Price Performance of Inmarsat Convertible and Common Stock  

 

 
Data: Bloomberg 

 

While the stock performed badly, the convertible bond never fell below par value 

as it was supported by both the value of its bond component and the inherent value of the 
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ratchet feature. Looking at C9.S1.F1.05, the bond was trading at about 110 (ignoring the 

momentary spike in June 2018) for most of the second half of 2018—despite the stock 

languishing at a fraction of its price when the convertible was issued. The low share price 

meant that the bond had little option value remaining, yet the convertible was still trading 

at a premium to par value.  

We can isolate what value the market is placing on a ratchet option by valuing the 

convertible on its own and then comparing it with what the market price of the convertible. 

To see this in action let us use the Inmarsat bond as an example. In February 2019 the bond 

had gained bond 10 points over the course of the month, suggesting that some market 

participants suspected a takeover was coming. In order to value the bond, we used a credit 

spread of 237 bps from a comparable Inmarsat straight bond and the historical 90-day stock 

volatility of 37.08 in a basic BSM convertible model. The results were that the convertible 

bond was worth 99.94, of which only 1.27 bond points came from the option portion, 

highlighting the lack of apparent value from the conversion feature. However, at the time 

the market was trading the bond at 118.50, which was much higher than what the model 

would predict. Basic arithmetic gives the value of the ratchet option at a remarkable 18.56 

bond points.  

  Because the Inmarsat convertible has a formula based on recent trading 

prices rather than a takeout table, there is an explicit gain to the convertible holder that can 

be calculated based on the 15 days of trading results prior to the takeover announcement 

(the gain from takeover tables depends on what the takeout price is, which is a unknown 

prior to announcement). Because we can calculate the gain to a convertible holder in the 

event of a cash takeout, we can use the market value of the ratchet feature to calculate the 

market implied probability of a takeover.  

To calculate the gain to the convertible holder we merely populate the formula with 

trading data from February 8 to February 28 (15 trading days). Over this time period, the 

average bond price was 112.37, the average share price was $4.98, and the original 

conversion price was $13.4093.  

 

1.1237 ×
13.4093

4.98
= 3.0257 

13.4093

3.2057
= 4.4317 

 

Hence, if Inmarsat had been taken over on exactly February 28, 2019, the new 

conversion price would have been $4.4317, a fraction of the original $13.4093 (and would 

give the bond a huge conversion ratio of 225.64). If we use the new conversion ratio, the 

option value of the bond would soar to 47.204 bond points (for a 45.934-point gain) using 

BSM. When added to the bond value of 98.67, the value of the convertible bond would 

surge to 145.871. Since the gain in the event of a takeover was 47.204 bond points, and the 
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market implied value of the ratchet feature on February 28th was 18.56 point, then the 

market implied takeover probability was 39.32%.  

It is important to recognize that this process can be reversed. If a practitioner instead 

assumed a low takeover probability to calculate the value of the ratchet feature, it might 

turn out that the convertible was overvalued; the probability implied by the market could 

easily be too high compared with the probability assigned by a sophisticated investor. 

Hence it is essential to evaluate takeover protection on a case by case basis, especially if 

one may have superior insight relative to the value implied by the market.  

 

 

C9.S1.6 CONVERTIBLE VALUE IS THE SUM OF THE PARTS 

 

As we have previously explained, a convertible bond is functionally a straight bond 

combined with an embedded call option on the underlying stock (plus the value of any 

special bond features, e.g., call protection, puts, dividend and takeout protection, etc.).  

The value of the bond portion can be determined using a basic annuity formula 

(which we covered in Chapter 9, Section 9.4.2) that can be executed easily on any 

financial calculator. Any credit risk associated with the bond is incorporated as a higher 

credit spread by increasing the interest rate used in the formula. What credit spreads to use 

can be found by looking at the spreads of comparable bonds (ideally from the same 

company if possible), looking at CDS rates if available (i.e., the cost to insure against 

default), or finding a way to classify the company and using the average spread of 

companies with that classification (for example, BBB rated consumer staples). 

Alternatively, you can sidestep credit spreads entirely if you decide to estimate the risk of 

default directly. If a bond worth 100 assuming no default has a 10% chance of default with 

50% odds of full principal recovery, then the bond is worth 95. 

The valuation of the equity option is more complex. The venerable BSM model is 

often used as a default option for equity option pricing because of its ease of use and broad 

applicability. However, as we have covered in this chapter and in Chapter 10, there are 

many alternatives for pricing equity options that attempt to improve on the accuracy of the 

BSM model. 

 

 

C9.S1.6.1 Choosing the Most Relevant Model for Convertibles 

 

The choice of what option model to use ultimately defies a simple answer. CEV and Jump 

Diffusion appear to be better models than BSM for projecting stock price volatility, and in 

an ideal world we would expect these two models to produce better results. Yet CEV and 

Jump Diffusion require additional variables that need to be estimated. If these new 

variables are calibrated incorrectly, or if past data does not foretell the future, then the 
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inaccuracy of the additional variable will undue any benefit that could have been realized 

from using a more sophisticated model. 

The GARCH model offers great flexibility and a straightforward process for pricing 

an option but requires statistical software and the knowledge to use such software. 

Moreover, GARCH models have the same reliance as CEV and Jump Diffusion on past 

data being a viable predictor of future relationships. Levy-Stable models replace the normal 

distribution used by the BSM model with a Levy distribution that has tail risk that is more 

akin to what is observed in the market. Yet the model entails infinite variance (creating 

options with infinite value) unless maximum asymmetry is assumed.  

BSM is a functional default model that has performed well (as would be expected 

given decades of persistent use). With access to specialized software, GARCH is an 

attractive alternative, particularly in the case of asymmetric GARCH models like the GJR-

GARCH. 

CEV and Jump Diffusion are particularly good for pricing deep out-of-the-money 

options that are likely to be mispriced by the BSM model--assuming their non-observable 

values can be estimated effectively, of course. 

 Yet evidence exists which shows that none of these models perfectly represent the 

distribution function of equity returns. Chapter 9 Supplement 2 reviews the expected 

distribution of returns from the BSM, CEV, and Stable-Levy models relative to the actual 

distribution of returns of stocks by volatility bucket.  What this shows is that there is a 

consistently observable discrepancy between the model and actual distributions.  It is 

possible to model this discrepancy using either diminishing sine and quartic functions.  It 

is also possible to nearly eliminate the discrepancy through the use of multiple normal 

distributions. See Chapter 9 Supplement 2 for more information on this topic. 

 

C9.S1.6.2 Final Pieces of the Convertible Bond Puzzle 

 

Individual convertibles often have special features. Some of these features can typically be 

rolled into the process of valuing the bond portion or the option portion of the convertible. 

For example, a stepped-up coupon can be incorporated into the annuity formula for valuing 

the bond portion. However, it may be necessary to value other features separately for the 

sake of simplicity, as in the case of takeover protection. Hypothetically, takeover protection 

could be rolled into the option valuation (functionally it is jump risk where all of the jumps 

are positive), but it can be much easier to value it separately. Moreover, separate valuation 

also allows for a more nuanced valuation of the specific feature.  

We have created an example that pulls together all of the elements of convertible 

valuation. Let’s assume that cybersecurity company XYZ issues a $500 million convertible 

with a five-year maturity and a 2% coupon. One year later, an investor sees the bond trading 

at 105 and wants to know if it is trading below or above its fair valuation. After one year, 

the convertible now has four years to maturity. The conversion price is $150 for a 
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conversion ratio of 6.667. The stock price is currently $107.35 and 3-month historical 

volatility is .32. XYZ also has a straight bond outstanding that currently trades with a 257 

bp spread over the risk-free rate of 1.5%. Finally, the bond has a special ratchet feature that 

will increase the conversion ratio based on the acquisition price relative to the conversion 

price of the bond (as described in a table).  

In order to determine the fair value of the convertible, we can start by finding the 

value of its bond portion. We will use the credit spread from the other XYZ bond and add 

that spread to the risk free rate to get a straight bond rate of 4.07% which we will use in 

the annuity formula alongside the 2% coupon rate. This gives us a bond value of just under 

92.5. 

𝑉𝑎𝑙𝑢𝑒 = 20 × (
1 −

1
[1 + .0407]4

. 0407
) + 1000 × (1.0407)−4 =  924.985 

This bond floor, when combined with the value of the conversion feature and the 

value of any special features, will determine the value of the convertible bond as a whole. 

For the sake of brevity, we will limit ourselves to using the BSM, CEV, and Jump Diffusion 

models. For the BSM model we already have all the variables we need to calculate that the 

value of a single call option with a 4-year maturity and a strike price of $150 on a stock at 

$107.35 with 32% volatility is $15. Since the conversion ratio of the bond is 6.667, the 

BSM model values the embedded call portion of the bond as follows: 

 6.667 × $16.96 = $113.07  

For our CEV model, let us assume the elasticity coefficient is .6 (normally you 

would use historical data to estimate the elasticity coefficient, as in the Amazon example 

we used earlier in this chapter). With this assumption, the CEV model prices the option at 

$15.39: 

 6.667 × $15.39 = $102.61  

This leaves us with the Jump Diffusion model. In implementing this model for this 

example, we assumed that the jump likelihood is one expected jump per year and that the 

jumps have a mean of zero (there is no bias for either positive or negative jumps in the 

share price) and the jump volatility is 20%. Using these inputs, our model gives us a price 

of $17.09 for the option and a value of $113.94 for the embedded equity participation 

(similar to the BSM value): 

6.667 × $17.09 = $113.94  

Only the ratchet feature remains to complete the valuation of the convertible bond. 

Let’s say that during an analysis of the underlying company and its industry, we decide 

that its cybersecurity technology makes it an attractive acquisition target for a larger 

company. If XYZ is acquired for cash, we estimate that the resultant decrease in conversion 

price will add $300 in value and we believe there is at least a 10% chance of XYZ being 

taken over in the next year. This gives the ratchet feature an expected value of $30.  
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We now have the price of our bond using three different option models with Jump 

Diffusion giving the highest price (just barely) and the CEV model being the lowest. The 

CEV model gives the lowest price for the bond because CEV penalizes deep out-of-the-

money options by assuming that the volatility of the stock will drop as the price moves 

higher. 
 
 
 

C9.S1.T1.04 Convertible Bond Valuation by Different Options Models 
 

 

 

Source: Advent Capital Management, LLC estimates 

 

As we can see at $1,050 (105 bond points), the convertible bond is currently slightly 

cheap relative to the fair values we have calculated (though the CEV model gives a value 

that is quite close to the market value). These computations constitute the heart of 

convertible valuation. The value of the bond plus the value of the option plus the value of 

any relevant features equals the value of the bond as a whole. There are many elements 

that can complicate the process (e.g., there are multiple ways to value an option) but the 

value of a convertible bond is always the sum of these three elements. 

 

 

C9.S1.7 CONCLUSION 

 

Ultimately the choice of a model must reflect the needs and skills of the user and the models 

available and affordable for the user. There is no one correct answer. 

  

 Bond Value Option Value Ratchet Value Total 

BSM $924.98 $113.07 $30 $1,068.05

CEV $924.98 $102.61 $30 $1,057.59

Jump 

Diffusion
$924.98 $113.94 $30 $1,068.92
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